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Introduction 

This document is meant to discuss the mechanism of upgrading an Oracle 10gR2 RAC 
cluster to 11gR2. It outlines the procedures required and the issues encountered when 
performing this upgrade on a particular customer RAC cluster. 

Motivation 

Oracle released version 10gR2 back in 2005 and this customer migrated from 10.1 running 
on Sparc Solaris to the 10gR2 version running on Linux in 2006. The switch to Linux has proved 
to be very stable and 10gR2 itself was seen as also providing a stable platform. So what were 
the drivers that motivated the upgrade? Some of them are listed below: 

 

• Premier Support Ending July 2010 

• Possibility of utilising Active Dataguard 

• Possibility of utilising Edition Based Redefinition 

 

With the 10gR2 becoming 5 years old, the end of Premier Support actually occurred in July 
2010. While Oracle have given the first year of Extended Support for no additional cost, it's is 
becoming clear that 10gR2 is reaching the point where support will start to have an increased 
cost, and eventually 10gR2 will move to sustaining support where no new fixes will be produced. 
There was also a concern when security fixes, Critical Patch Updates will no longer be produced. 
Indeed this customer was running 10.2.0.4 and with the terminal release of 10gR2 being 
10.2.0.5 some form of upgrade was going to be envisioned in the short term to ensure the 
availability of security fixes. 

This particular customer has several critical applications that are pure read-only 
applications that have very high uptime requirements. Active Dataguard was an attractive 
solution for providing increased uptime for these applications. 

Application downtime during releases was also something that this particular customer was 
interested in, and Edition Based Redefinition looked like a way of solving some of their release 
downtime issues. 



11gR2 RAC Upgrade in a Nutshell 

The basic building blocks of doing an 11gR2 RAC upgrade are as follows: 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 In the following sections we will look at each of these in turn and highlight issues that arose in 
performing this upgrade in this particular customers environment. 

 

Install Grid Infrastructure 

 

Upgrade Clusterware -> GI 

 

Upgrade ASM 

 

Install 11gR2 RDBM Software 

 

Upgrade RDBMS 



Background 

The customers’ infrastructure was a 2-node RAC cluster running 10.2.0.4, with a 2 node physical 
standby. The customer was running RedHat Linux 4 with a 2.6.9-22 kernel version on both 
primary nodes. The standby nodes were also running RedHat Linux 4 but with a 2.6.9-34 kernel 
version. The storage in all cases is utilising ASM. 

Grid Infrastructure 

New with the release of 11gR2 Oracle Grid infrastructure is the fact that ASM and Oracle 
Clusterware are now installed into the same single home directory, the Grid Infrastructure 
home, or GRID_HOME. ASM can no longer be installed into a separate home directory, it is an 
integral part of Grid Infrastructure, though ASM and Oracle Clusterware are separate products. 

In theory the upgrade from 10gR2 Clusterware to 11gR2 Grid Infrastructure can be a rolling 
upgrade, however ASM is only rolling upgradeable from 11.1 and the recommendation is to 
upgrade ASM when you upgrade to Grid Infrastructure, in fact I don't think you are supported 
to run 11gR2 Grid Infrastructure with ASM at 10gR2.  

This was a bit of a shame as one way of reducing the downtime would have been to 
perform the clusterware upgrade first on rolling basis and then perform the RDBMS upgrade at 
a later date. 
 

Pre-Upgrade Tasks 

Before proceeding with the upgrade there are a number of pre-requisites that 
change with the new software. In particular the following: 
 

SCAN Listener DNS Configuration 

New with 11gR2 is the concept of the SCAN (Single Client Access Name) listener. This is a 
feature that allows database clients access to an Oracle cluster using a single name. Should a 
node be added or removed the client does not need any changes to its configuration. It's useful 
in providing easier management in a more dynamic environment. Essentially the client can 
connect to any node in the cluster by just supplying the SCAN name, port and service. SCAN is 
very well discussed in this document:  
 
http://www.oracle.com/technetwork/database/clustering/overview/scan-129069.pdf 

It is essential to have a SCAN name configured when installing 11gR2 Grid Infrastructure. 
You can't install 11gR2 in a RAC environment without telling the installer the SCAN name. 
There are two ways of defining the SCAN, one is to use the new Grid Naming Service (GNS) 
which is covered here in the documentation: 
 
http://download.oracle.com/docs/cd/E11882_01/install.112/e17212/prelinux.htm#CWLIN214 . 

This upgrade used DNS for the SCAN address. Essentially you define your SCAN name in 
DNS and ensure it resolves to 3 IP's: 



 
For the forward zone: 

 

scan IN A 200.100.50.10 

  IN A 200.100.50.11 

  IN A 200.100.50.12 
 
For the reverse zone: 
 

10  IN PTR scan.YOURDOMAIN. 
11  IN PTR scan.YOURDOMAIN. 
12  IN PTR scan.YOURDOMAIN. 
 

You can determine that the SCAN name has been added succesfully by running a dig 
command: 

dig scan.YOURDOMAIN +short 

200.100.50.11 

200.100.50.12 

200.100.50.10 

 

Note there is no specific ordering on the addresses that are returned via DNS. 

Once 11gR2 RAC is up and running you will now have 2 types of listeners running on your 
nodes, the traditional local listener and the new SCAN listener. It does not matter which SCAN 
listener your application connects to as they can pass your connection onto any local listener 
that is hosting the requested service.  

The SCAN listeners are also able to perform any load balancing of client access that is 
required. 



 

Install/Update RPM's 

There were a few rpm's that needed upgrading/updating before the upgrade. One 
mechanism for finding which rpm's might be required is going through the installation to the 
pre-requisite checks: 

 
 
 

One great new feature of the 11gR2 OUI is the ability for some of the kernel parameters to 
be fixed up by an auto-generated script. However this script will not install or update rpm's. You 
can see above we had a handful of rpm's that were not up-to-date. 

To change the kernel parameters manually you can edit the /etc/sysctl.conf file to set or 
change any parameters that are needed and then update the configuration with the following: 

sudo /sbin/sysctl -p /etc/sysctl.conf 

You can check your newly configured parameters with the following: 

/sbin/sysctl -A 



 

ntpd changes 

The 11gR2 installer also has more exacting requirements for how ntpd is configured. 
Essentially the customer was running ntpd, but without the -x option. This option stops larger 
step changes to the time on the server. I changed the /etc/sysconfig/ntpd to have the following: 

OPTIONS="-x -u ntp:ntp -p /var/run/ntpd.pid" 

You can then restart ntpd with the following: 

sudo /etc/init.d/ntpd restart 
 

Software Installation Locations 

You need to think carefully of the locations for the software to install into. You need to 
ensure  the Grid Infrastructure is not installed under the ORACLE_BASE. I ended up with the 
following locations: 

ORACLE_BASE = /opt/oracle 

GRID_HOME = /opt/grid/11.2.0 

ORACLE_HOME = /opt/oracle/product/11.2.0 

There exists the possibility of separating the ownership of the Grid Infrastructure software 
from the ownership of the RDBMS software. 
 
 

Backing Up 

Obviously if you are intending upgrading your database instance as well as your cluster 
software, you need to make sure you can still backup your data. This client was using Netbackup  
6.5.4 to backup the database to tape library.  

When testing whether this could backup an 11gR2 database the following errors got 
thrown: 

Exception [type: SIGSEGV, Address not mapped to object] 

[ADDR:0x14] [PC:0x3BA6B70D00, strcpy()+16] [flags: 0x0, count: 1] 

ORA-07445: exception encountered: core dump [strcpy()+16] 

[SIGSEGV] [ADDR:0x14] [PC:0x3BA6B70D00] [Address not mapped to 

object] [] 

 



There is a symantec support page for this issue:  
 
http://www.symantec.com/business/support/index?page=content&id=TECH77071  

This explains the possible resolutions that you have, there are various fixes for different 
versions. In this customers case, an upgrade of the client to the latest version 7.0 was done at 
the time of the database upgrade. Obviously this version was tested to ensure it could both 
backup and recover the newly upgraded database. 

 

Installing Grid Infrastructure 

When you run the Installer the following screen will be presented.  

 

 

 

We chose the Upgrade option, you could chose to install the software first and then run the 
scripts that actually do the upgrading at a later stage. 
 



Running rootuprade.sh script 

After going through the various installation screens you will be prompted with the 
following: 

 

 

 
I got the following error on all systems with the 2.6.9-22 kernel. It did not happen on the 2.6.9-
34 kernel: 

[root@linuxrac1 11.2.0]# ./rootupgrade.sh 
Running Oracle 11g root.sh script... 
 
The following environment variables are set as: 
    ORACLE_OWNER= oracle 
    ORACLE_HOME=  /var/opt/grid/11.2.0 
 
Enter the full pathname of the local bin directory: [/usr/local/bin]: 
The file "dbhome" already exists in /usr/local/bin.  Overwrite it? (y/n) 
[n]: 
The file "oraenv" already exists in /usr/local/bin.  Overwrite it? (y/n) 
[n]: 
The file "coraenv" already exists in /usr/local/bin.  Overwrite it? 
(y/n) 



[n]:  
 
Entries will be added to the /etc/oratab file as needed by 
Database Configuration Assistant when a database is created 
Finished running generic part of root.sh script. 
Now product-specific root actions will be performed. 
2009-12-21 15:45:59: Parsing the host name 
2009-12-21 15:45:59: Checking for super user privileges 
2009-12-21 15:45:59: User has super user privileges 
Using configuration parameter file: 
/var/opt/grid/11.2.0/crs/install/crsconfig_params 
Creating trace directory 
 
Cannot get node network interfaces (/var/opt/grid/11.2.0/bin/oifcfg 
iflist -p -n failed.) at 
/var/opt/grid/11.2.0/crs/install/crsconfig_lib.pm line 1786. 
	  

Eventually this was fixed up by hacking around (under Oracle Support guidance) with the 
following script: 

 

$GRID_HOME/crs/install/crsconfig_lib.pm 

In here you have to point oifcfg to use the old 10.2 Cluserware. You also have to define the 
path to the Old Clusterware home by inserting an OLD_CRS_HOME variable into the following 
file: 

$GRID_HOME/crs/install/crsconfig_params 
 

Assistants 

After the rootupgrade.sh has ran sucessfully there are a few Assistants that run.  

Upgrading the Listener 

  During testing there were issues with upgrading the listener. If you find the assistant unable to 
determine your listener resource we found we could repair this situation by (after the assistants 
had finished) setting the environment variables back to the 10g enviroment and running the 10g 
netca. Use this to remove the original 10gR2 listener.  Now you can set your environment 
variables to point to the 11gR2 install and run netca again (this is the GI HOME). You can use the 
11gR2 netca to add a listener. 
 
 



Upgrading ASM 

When you upgrade ASM you use ASMCA to upgrade ASM. I upgraded with asmca after the 
OUI finished. I had init.ora's referencing an spfile on /crs on both nodes. ASM was running 
including the RDBMS. asmca noticed that and stopped them both after asking. The upgrade 
went fine. The init.ora was copied from 10g to 11g Grid home. It seemed to have been 
upgraded to use diagnostic_dest. I had ORA_CRS_HOME set to the grid home and that 
worked fine. 

DISKGROUPS were all present and correct on both 2.6.9-34 AND 2.6.9-18 
 

After the rootupgrade.sh script has run, the database instance and ASM may well be up and 
running. ASM should still be running from the previous, 10.2 install location. 
 

Run asmca from the new grid infrastructure location. 
 

 

 

 



RDBMS Software Installation 
 
After the assistants from the GI Install have finished running you are now ready to install the 
RDBMS software.  I choose to Install the databse software only at this point: 

 

 

The database software installation proceeded very smoothly without any issues. It has 
same pre-requisites as the Grid Infrastructure install. 

After the install of the RDBMS software, we can patch the Netbackup client software into 
the release: 

gzip -d NetBackup_7.0_CLIENTS_GA.tar.gz  

tar -xvf NetBackup_7.0_CLIENTS_GA.tar  

sudo su –  

cd ESD_NB_7.0_CLIENTS_FA  

./install 

Then as Oracle you run the Oracle_link Netbackup script: 

/usr/openv/netbackup/bin/oracle_link 

This links the libobk.so library in the RDBMS home to this library in the Netbackup software. 



11gR2 Database Upgrade 
 

We are now ready to start the upgrade of the database itself. It is possible to use the 
Database Upgrade Assisstant (DBUA), but I prefer to use the manual approach. 

SQL Plan Stability 

First step was to create a SQLSET on the 10g database. This is using AWR snapshots. We 
chose to use data going back 32 days. Essentially the technique is the following: 

Create SQL Tuning Set this is called here SQLSET1: 

 
begin 

dbms_sqltune.create_sqlset( sqlset_name => 'SQLSET1', description => '10g SQLSET 
for upgrade to 11gR2');  
end; 
/ 

 
 

Populate SQL Tuning Set with AWR data: 

 

declare  
cursor1 dbms_sqltune.sqlset_cursor; 

begin  
   open test_cursor1 for  

select value(p) from table(dbms_sqltune.select_workload_repository(&lower_snap_id, 
&higher_snap_id, null, null, null, null, null, null, null, 'ALL')) p;  
dbms_sqltune.load_sqlset(sqlset_name => 'SQLSET1', populate_cursor => cursor1);  
end; 

/ 
 

 

Load SQL Tuning Set into staging table: 

 
begin  

dbms_sqltune.create_stgtab_sqlset(table_name => 'STAGETAB' ,schema_name => 
'SYSTEM', tablespace_name => 'USERS'); 

dbms_sqltune.pack_stgtab_sqlset( sqlset_name => 'SQLSET1', staging_table_name => 
'STAGETAB');  
end;  
/ 
 

Export Staging Table, you can use datapump. If using the above naming, the table is 
SYSTEM.STAGETAB 

PRE-Upgrade Utility 
 

You need to run the pre-upgrade utility, utlu112i.sql script which is available in the 11gR2 RDBMS 
installation home under rdbms/admin. You run when the database is opened at 10gR2. 

An example output is included below: 

 



 

SQL> @/opt/oracle/product/11.2.0/rdbms/admin/utlu112i.sql 

Oracle Database 11.2 Pre-Upgrade Information Tool    09-04-2009 11:10:09 

********************************************************************** 

Database: 

********************************************************************** 

--> name:        TESTDB 

--> version:        10.2.0.4.0 

--> compatible:    10.2.0.4.0 

--> blocksize:        8192 

--> platform:        Linux x86 64-bit 

--> timezone file: V4 

********************************************************************** 

Tablespaces: [make adjustments in the current environment] 

********************************************************************** 

--> SYSTEM tablespace is adequate for the upgrade. 

.... minimum required size: 1258 MB 

.... AUTOEXTEND additional space required: 234 MB 

--> UNDOTBS1 tablespace is adequate for the upgrade. 

.... minimum required size: 1087 MB 

--> SYSAUX tablespace is adequate for the upgrade. 

.... minimum required size: 855 MB 

--> TEMP tablespace is adequate for the upgrade. 

.... minimum required size: 61 MB 

********************************************************************** 

Flashback: ON 

********************************************************************** 

FlashbackInfo: 

--> name:        /db/oradata/flash_area 



--> limit:        8192 MB 

--> used:        2901.125 MB 

--> size:        8192 MB 

--> reclaim:        0 MB 

--> files:        63 

WARNING: --> Flashback Recovery Area Set.  Please ensure adequate disk space 

in recovery areas before performing an upgrade. 

********************************************************************** 

Update Parameters: [Update Oracle Database 11.2 init.ora or spfile] 

********************************************************************** 

WARNING: --> "sga_target" needs to be increased to at least 672 MB 

WARNING: --> "java_pool_size" needs to be increased to at least 128 MB 

********************************************************************** 

Renamed Parameters: [Update Oracle Database 11.2 init.ora or spfile] 

********************************************************************** 

-- No renamed parameters found. No changes are required. 

********************************************************************** 

Obsolete/Deprecated Parameters: [Update Oracle Database 11.2 init.ora or spfile] 

********************************************************************** 

--> background_dump_dest      11.1         DEPRECATED      replaced by 

"diagnostic_dest" 

--> user_dump_dest           11.1         DEPRECATED      replaced by 

"diagnostic_dest" 

--> core_dump_dest           11.1         DEPRECATED      replaced by 

"diagnostic_dest" 

********************************************************************** 

Components: [The following database components will be upgraded or installed] 

********************************************************************** 

--> Oracle Catalog Views      [upgrade]  VALID 



--> Oracle Packages and Types      [upgrade]  VALID 

--> JServer JAVA Virtual Machine [upgrade]  VALID 

--> Oracle XDK for Java       [upgrade]  VALID 

--> Real Application Clusters      [upgrade]  VALID 

--> Oracle Workspace Manager      [upgrade]  VALID 

--> EM Repository           [upgrade]  VALID 

--> Oracle Text            [upgrade]  VALID 

--> Oracle XML Database       [upgrade]  VALID 

--> Oracle Java Packages      [upgrade]  VALID 

--> Oracle interMedia           [upgrade]  VALID 

--> Data Mining            [upgrade]  VALID 

--> Expression Filter           [upgrade]  VALID 

--> Rule Manager           [upgrade]  VALID 

--> Oracle Application Express      [upgrade] 

********************************************************************** 

Miscellaneous Warnings 

********************************************************************** 

WARNING: --> Database is using a timezone file older than version 11. 

.... After the release migration, it is recommended that DBMS_DST package 

.... be used to upgrade the 10.2.0.4.0 database timezone version 

.... to the latest version which comes with the new release. 

WARNING: --> Database contains schemas with stale optimizer statistics. 

.... Refer to the Upgrade Guide for instructions to update 

.... schema statistics prior to upgrading the database. 

.... Component Schemas with stale statistics: 

....   SYS 

....   SYSMAN 

....   CTXSYS 

WARNING: --> Database contains INVALID objects prior to upgrade. 



.... The list of invalid SYS/SYSTEM objects was written to 

.... registry$sys_inv_objs. 

.... The list of non-SYS/SYSTEM objects was written to 

.... registry$nonsys_inv_objs. 

.... Use utluiobj.sql after the upgrade to identify any new invalid 

.... objects due to the upgrade. 

.... USER PUBLIC has 1 INVALID objects. 

.... USER SYS has 2 INVALID objects. 

WARNING: --> Database contains schemas with objects dependent on network packages. 

.... Refer to the Upgrade Guide for instructions to configure Network ACLs. 

.... USER FLOWS_020000 has dependent objects. 

.... USER HR has dependent objects. 

.... USER FLOWS_020200 has dependent objects. 

.... USER FLOWS_030100 has dependent objects. 

.... USER SALES has dependent objects. 

.... USER FLOWS_030000 has dependent objects. 

WARNING: --> EM Database Control Repository exists in the database. 

.... Direct downgrade of EM Database Control is not supported. Refer to the 

.... Upgrade Guide for instructions to save the EM data prior to upgrade. 

WARNING:--> recycle bin in use. 

.... Your recycle bin is turned on and it contains 

.... 21 object(s).  It is REQUIRED 

.... that the recycle bin is empty prior to upgrading 

.... your database. 

.... The command:  PURGE DBA_RECYCLEBIN 

.... must be executed immediately prior to executing your upgrade 

PL/SQL procedure successfully completed. 

 

Ensure your tablespace sizes are as required.  



Every database component should be valid. 

Ensure all pool sizes are as required, watch the java_pool_size as we did not have that 
explicitly set. 
 

Gather any schema stats that are required. We ran the following: 

EXEC DBMS_STATS.GATHER_DICTIONARY_STATS;  

EXEC DBMS_STATS.GATHER_SCHEMA_STATS('SYS');  

EXEC DBMS_STATS.GATHER_SCHEMA_STATS('SYSMAN');  

EXEC DBMS_STATS.GATHER_SCHEMA_STATS('CTXSYS'); 
 

Ensure no invalid objects exist. Compile any that show up here: 

select * from registry$sys_inv_objs; 

select * from registry$nonsys_inv_objs;  
 

Purge the recyclebin: 

 

 Create a guaranteed restore point as a fallback in case the upgrade fails. Check your flashback 

area is big enough to hold the changes of the upgrade. 

CREATE RESTORE POINT before_upgrade GUARANTEE FLASHBACK DATABASE; 

 

For RAC you need to change your CLUSTER_DATABASE and CLUSTER_INSTANCES parameters 
to be FALSE and 1 respectively. 

 

alter system set CLUSTER_DATABASE=FALSE scope=spfile; 

alter system set cluster_database_instances=1 scope=spfile; 
 

Shutdown the still 10gR2 database, change /etc/oratab to point to the 11gR2 for the database you are 
upgrading. Change your environment to the new 11gR2 RDBMS Home. 

Open the database in upgrade mode 

startup upgrade; 

 

Now you can run the actual SQL to upgrade the database to the 11gR2 version: 
 



 
 
 

set echo on 

set timing on 

spool upgrade.log 

SQL> @?/rdbms/admin/catupgrd.sql 

 

The upgrade typically took around 1 ½ to 2 hours to complete, depending on the hardware upon which 
the upgrade was being run. At the end of the upgrade the database instance is shutdown. 

After completion check the upgrade.log script created above for errors. 
 
Assuming you have not increased your compatible parameter, you can use flashback if any errors are 
encountered. The upgrade script was in general very reliable. Assuming all is well startup an instance 
using sqlplus: 

 

startup; 

Now you run the Post-Upgrade: 

 

SQL> @?/rdbms/admin/utlu112s.sql 

Oracle Database 11.2 Post-Upgrade Status Tool  01-26-2010 10:50:07 

Component      Status  Version  HH:MM:SS 

Oracle Server       VALID      11.2.0.1.0  00:22:23 

JServer JAVA Virtual Machine  VALID      11.2.0.1.0  00:15:05 

Oracle Real Application Cluster VALID      11.2.0.1.0  00:00:02 

Oracle Workspace Manager  VALID      11.2.0.1.0  00:01:04 

Oracle Enterprise Manager  VALID      11.2.0.1.0  00:14:14 

Oracle XDK     VALID      11.2.0.1.0  00:02:55 

Oracle Text     VALID      11.2.0.1.0  00:01:23 

Oracle XML Database   VALID      11.2.0.1.0  00:06:55 



Oracle Database Java Packages  VALID      11.2.0.1.0  00:01:14 

Oracle Multimedia    VALID      11.2.0.1.0  00:13:14 

Oracle Expression Filter  VALID      11.2.0.1.0  00:00:20 

Oracle Rule Manager   VALID      11.2.0.1.0  00:00:14 

Oracle Application Express  VALID     3.2.1.00.10  00:21:19 

Gathering Statistics         00:15:59 

Total Upgrade Time: 01:56:33 
PL/SQL procedure successfully completed. 

 

There are also some further upgrade scripts to run: 

SQL> @?/rdbms/admin/catuppst.sql  
 
SQL> @?/rdbms/admin/utlrp.sql 
 
 
Now if you have upgraded from 10.2.0.4 like I did you will have to upgrade the Timezone file. The Pre-
Upgrade script will have picked up whether you need to perform these steps. This is documented in 
Metalink Note: 977512.1. These are the steps I took to upgrade my 10.2.0.4 Version 4 Timezone file to 
the 11gR2 Version 11: 

SQL> column value format a20 

SQL> SELECT PROPERTY_NAME, SUBSTR(property_value, 1, 30) value 

FROM DATABASE_PROPERTIES 

WHERE PROPERTY_NAME LIKE 'DST_%' 

ORDER BY PROPERTY_NAME; 

 

PROPERTY_NAME             VALUE 

-------------------------------------------------------------------------------- 

DST_PRIMARY_TT_VERSION      4 

DST_SECONDARY_TT_VERSION    0 

DST_UPGRADE_STATE          NONE 

SQL> SELECT version FROM v$timezone_file; 

   VERSION 



---------- 

      4 

 

SQL> exec DBMS_DST.BEGIN_PREPARE(11); 

 

SQL> SELECT PROPERTY_NAME, SUBSTR(property_value, 1, 30) value 

FROM DATABASE_PROPERTIES 

WHERE PROPERTY_NAME LIKE 'DST_%' 

ORDER BY PROPERTY_NAME; 

 

SQL> TRUNCATE TABLE SYS.DST$TRIGGER_TABLE; 

TRUNCATE TABLE sys.dst$affected_tables; 

TRUNCATE TABLE sys.dst$error_table; 

 

SQL> BEGIN 

DBMS_DST.FIND_AFFECTED_TABLES 

(affected_tables => 'sys.dst$affected_tables', 

log_errors => TRUE, 

log_errors_table => 'sys.dst$error_table'); 

END; 

/ 

SQL>  SELECT * FROM sys.dst$affected_tables; 

SQL> EXEC DBMS_DST.END_PREPARE; 

SQL> SELECT PROPERTY_NAME, SUBSTR(property_value, 1, 30) value 

FROM DATABASE_PROPERTIES 

WHERE PROPERTY_NAME LIKE 'DST_%' 

ORDER BY PROPERTY_NAME; 

 

PROPERTY_NAME                 VALUE 



------------------------------ --------- 

DST_PRIMARY_TT_VERSION            4 

DST_SECONDARY_TT_VERSION       0 

DST_UPGRADE_STATE            NONE 

 

SQL> shutdown immediate; 

SQL> startup upgrade; 

SQL>  purge dba_recyclebin; 

 

SQL> TRUNCATE TABLE SYS.DST$TRIGGER_TABLE; 

TRUNCATE TABLE sys.dst$affected_tables; 

 TRUNCATE TABLE sys.dst$error_table; 

 

SQL>  EXEC DBMS_DST.BEGIN_UPGRADE(11); 

 

SQL> SELECT PROPERTY_NAME, SUBSTR(property_value, 1, 30) value 

FROM DATABASE_PROPERTIES 

WHERE PROPERTY_NAME LIKE 'DST_%' 

ORDER BY PROPERTY_NAME; 

 

PROPERTY_NAME                 VALUE 

------------------------------ --------- 

DST_PRIMARY_TT_VERSION            11 

DST_SECONDARY_TT_VERSION       4 

DST_UPGRADE_STATE            UPGRADE 

 

SQL> SELECT OWNER, TABLE_NAME, UPGRADE_IN_PROGRESS FROM ALL_TSTZ_TABLES where 

UPGRADE_IN_PROGRESS='YES'; 

 



SQL> shutdown immediate; 

 

SQL> startup; 

 

SQL> set serveroutput on 

VAR numfail number 

BEGIN 

DBMS_DST.UPGRADE_DATABASE(:numfail, 

parallel => TRUE, 

log_errors => TRUE, 

log_errors_table => 'SYS.DST$ERROR_TABLE', 

log_triggers_table => 'SYS.DST$TRIGGER_TABLE', 

error_on_overlap_time => FALSE, 

error_on_nonexisting_time => FALSE); 

DBMS_OUTPUT.PUT_LINE('Failures:'|| :numfail); 

END; 

/ 

 

SQL> VAR fail number 

BEGIN 

DBMS_DST.END_UPGRADE(:fail); 

DBMS_OUTPUT.PUT_LINE('Failures:'|| :fail); 

END; 

/ 

 

SQL> SELECT PROPERTY_NAME, SUBSTR(property_value, 1, 30) value 

FROM DATABASE_PROPERTIES 

WHERE PROPERTY_NAME LIKE 'DST_%' 

ORDER BY PROPERTY_NAME; 



 

PROPERTY_NAME                 VALUE 

------------------------------ -------- 

DST_PRIMARY_TT_VERSION            11 

DST_SECONDARY_TT_VERSION           0 

DST_UPGRADE_STATE                NONE 

 

SQL>SELECT *  

FROM v$timezone_file; 

FILENAME  VERSION 

-------------------- ---------- 

timezlrg_11.dat       11 

 

SQL> shutdown immediate; 

Now you can make 11gR2 clusterware aware of the now upgraded 11gR2 database. First perform this 
with your environment pointing to the 10gR2 clusterware: 

 

srvconfig -upgrade -dbname DB_NAME -orahome /var/opt/oracle/product/10.2.0 
 
srvctl remove database -d DB_NAME  
 
Remove the database DBA? (y/[n]) y 

 

Now change your environment to be the new 11gR2 environment: 

srvctl add database -d DB_NAME -o /var/opt/oracle/product/11.2.0 
srvctl add instance -d DB_NAME -i INSTANCE_NAME -n HOSTNAME 
srvctl add instance -d DB_NAME -i INSTANCE_NAME -n HOSTNAME 

 

Don’t forget to set the CLUSTER_DATABASE and CLUSTER_DATABASE_INSTANCES back to their values 
before starting the upgrade. 

Network	  ACL	  
 
Be aware if have any users that access packages that require Network ACL’s to be setup, again the pre-
upgrade script, utlu112i.sql will show you if this is the case.  it is no longer sufficient for a user to have 
execute privilege on any of these packages, they need the network ACL as well. 



You should grant specific users access to specific machines and ports. First you create an ACL, add 
privileges to it and then assign it to a user. Network ACLS are documented here: 
 
http://download.oracle.com/docs/cd/E11882_01/network.112/e16543/authorization.htm#DBSEG99983 
 

 

Passwords	  
	  
By default passwords created in 11g are case sensitive. However passwords of users that were created in 
a lower version database are still case insensitive, until the password is changed in the 11g database, 
and they then become case sensitive. This behaviour can be changed with the parameter  
sec_case_sensitive_logon to FALSE if required. Obviously it is more secure to have case sensitive 
passwords, but is a change in behaviour from 10gR2. 
 
Also of note is a change in the default behaviour of password aging. This setting is maintained in the 
default profile, and in 10gR2 the password_life_time was set to be unlimited. This has changed in 11gR2 
and  now, by default, passwords have a life time of 180 days. Ths can be changed with the following sql: 
 
SQL> alter profile default limit 
password_life_time unlimited 
password_lock_time unlimited 
password_grace_time unlimited; 
 

SQL	  Plan	  Management	  
	  
We are now ready to load up the SQL baselines obtained before starting the upgrade drop your 
system.stagetab and use datapump to import your exported table. Then unpack the table and then load 
the plans: 
 

-- Do not connect as SYS !! 

connect system/system; 

set serveroutput on 

begin 

   dbms_sqltune.unpack_stgtab_sqlset( sqlset_name => 'SQLSET1', replace => true, 

staging_table_name => 'STAGETAB'); 

end; 

/ 

declare 

 l_plans_loaded number; 

begin 

 l_plans_loaded := DBMS_SPM.LOAD_PLANS_FROM_SQLSET ( 

    sqlset_name => 'SQLSET1' 

   ,sqlset_owner => 'SYSTEM'); 

   dbms_output.put_line('Loaded '||l_plans_loaded||' plans'); 



end; 

/ 

	  
Final	  Tasks	  
 

A couple of things to think off, you want to drop your guaranteed restore point now. Also you may then 
want to increase the OPTIMIZER_FEATURES_ENABLE parameter.  
 
After you have increased the OPTIMIZER_FEATURES_ENABLE parameter you cannot decrease it again, 
and you cannot use flashback database to go back either. This is recommended to be the last step in the 
upgrade process. 



Backout Planning 

 
No upgrade is without risk, it is therefore vital to have fully documented process of how to back out of 
the upgrade procedure. I see the upgrade process as being composed of two independent tasks 
 

• Upgrading to Grid Infrastructure 
• Upgrading the Database 

 
The procedure for backing out will be different depending on what stage you are at. It will be possible to 
back out up to the point you have let the read-write applications back into the upgraded database, once 
customers have made changes to the data in the upgraded database it then becomes more a case of 
performing a fix in place and carrying on with 11gR2. 
 
 
Downgrade from Grid Infrastrcture 
 
At this part of the process the database has not been touched. 
There are 2 main parts to this part of the upgrade. 
 

• Upgrading the clustering software 
• Upgrading the Volume Management/Filesystem Software 

 
Both are oracle components and both are done at the same time, essentially one after the other. 
 
If the upgrade fails during the clusterware upgrade the following procedure should reinstate the 10gR2 
clusterware (as root): 
 
 /opt/grid/11.2.0/crs/install/rootcrs.pl -verbose -deconfig -force   
 
on final node:   
 
/opt/grid/11.2.0/crs/install/rootcrs.pl -verbose -deconfig -force -lastnode   
 

This essentially unclusters the nodes. You now have to reinstate the 10gR2 cluster, as root on both 
nodes: 
 
 /opt/oracle/product/crs/root.sh   
 
We have seen issues where the interconnect information appears to get lost, this can be configured with 
the following: 
 
oifcfg delif  
oifcfg setif -global eth0:1/200.100.50.0:public  
oifcfg setif -global bond0/10.0.0.0:cluster_interconnect  
 

NOTE: It's the subnet NOT the IP's. Note the .0 ending 
 
SQL> select *  
from v$cluster_interconnects;   
 
NAME  IP_ADDRESS  IS_ SOURCE  
--------------- ---------------- --- -------------------------------  
bond0  10.0.0.3  NO  Oracle Cluster Repository   
 



 
SQL> select *  
from v$configured_interconnects; 
 
  NAME  IP_ADDRESS  IS_ SOURCE  
--------------- -------------- --------------- 
bond0  10.0.0.3  NO  Oracle Cluster Repository  
eth0  213.248.200.50  YES Oracle Cluster Repository  
 
You also need to register with clusterware the various resources: 
 
srvctl add database -d DBNAME -o /opt/oracle/product/10.2.0  
srvctl add instance -d DB_NAME -i INSTANCE_NAME -n NODENAME 
srvctl add instance -d DBNAME -i INSTNANCE_NAME -n NODENAME  
srvctl add asm -n NODENAME -i +ASM1 -o /opt/oracle/product/10.2.0  
srvctl add asm -n NODENAME -i +ASM2 -o /opt/oracle/product/10.2.0  
 
To add back in the listener resources use netca. 
 
If the ASM instance has been upgraded, to downgrade is a matter of (once you are running back on 
10gR2 clusterware) of doing the following: 
 

• shutdown ASM if running from 11gR2 Grid Infrastructure home 
• edit /etc/oratab and ensure all HOMES are pointing to the 10gR2 home 
• add the asm instance as above using the 10gR2 srvctl 
• start the instance 

 

 
Backing out during the database upgrade 
 
Once we are satisfied the clusterware and ASM upgrade has completed successfully you move onto the 
database upgrade. If a situation arises that means you need to back out from the database upgrade you 
can use flashback database to reinstate the database back to how it was before the upgrade. Again this 
will be just like the upgrade had never started: 
 
SQL> startup mount   
SQL> flashback database to restore point BEFORE_UPGRADE;    
SQL> alter database open resetlogs;   
 
This can be done up to the point of allowing read-write applications back into the database. 
 
You can run with Grid Infrastructure at 11gR2 with the database not upgraded at 10gR2. 
 


